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Abstract. Urban data management is already an essential element of
modern cities. The authorities can build on the variety of automatically
generated information and develop intelligent services that improve citizens daily life, save environmental resources or aid in coping with emergencies. From a data mining perspective, urban data introduce a lot of
challenges. Data volume, velocity and veracity are some obvious obstacles. However, there are even more issues of equal importance like data
quality, resilience, privacy and security. In this paper we describe the
development of a set of techniques and frameworks that aim at effective
and efficient urban data management in real settings. To do this, we
collaborated with the city of Dublin and worked on real problems and
data. Our solutions were integrated in a system that was evaluated and
is currently utilized by the city.

1

Introduction

Technological advancement led to the daily generation of massive amounts of
data originating from a variety of urban sources. Smart cities equipped with
the appropriate infrastructure are producing many gigabytes of information on
a daily basis and data sources range from static to dynamic sensors. Examples
include GPS trajectory reports, aggregated and anonymized logs from mobile
phone activity as well as user generated content from social media. Such data
variety offers the potential for novel applications that will support decision making in multiple situations.
Interestingly enough, the nature of smart city data brings a lot of challenges
to data mining researchers and practitioners. Data volume and velocity impose
great challenges in performing any type of analysis in real time. On top of that,
the veracity of the data hinders many sophisticated learning algorithms. Data
quality issues demand extra attention in the case of smart cities and the challenges extend even further to resilience issues, data privacy and security.
In this work we provide a number of techniques and components that address
the above challenges and are designed for the smart city setting. We discuss the
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provided solutions in the context of the city of Dublin, where we have collaborated on real problems and data. The application we targeted is the intelligent
urban data management for event detection and emergency response. Dublin
City Council operates a Traffic Management Center utilizing information from
multiple sources like buses moving around the city or measurements of traffic
flow in junctions. However, their work-flow is hindered by the data volume and
the raw data formed that it is difficult to interpret.
We developed novel modules able to detect multiple types of incidents, each
one focusing on a different input source. The analysis components utilize state
of the art event detection techniques and are built with the focus on scalability
and efficiency. The modules are generic and can be utilized in multiple settings.
Our solutions are able to detect events by analyzing in real-time GPS trajectories, data coming from sensors installed in junctions, or textual information
coming from social media. Essentially, our tools can be organized according to
the challenges they address as follows:
Varying Volume and Velocity. We developed analysis modules that are able
to forecast load and hence adapt by adding/releasing resources as appropriate.
This elasticity feature is achieved by utilizing prediction with Gaussian Processes
(see Section 3.1).
Variety. We utilize the output of multiple modules by fusing information and
inferring events from data anomalies (see Section 3.3). When inference is not
possible due to uncertainty, then a crowd-sourcing component is utilized via a
mobile application (see Section 3.4).
Veracity. Noisy data and erroneous measurements are dealt in multiple cases
by data clustering or statistical anomaly detection techniques (see Section 3.1).
Social media data like Twitter are another source of low quality data. Here we
provide methods that identify relevant tweets (event-related) by utilizing machine learning algorithms and dynamically querying the Twitter API optimizing
the set of keywords that we track according to their value per volume they bring
in. Other means of improving data quality like spell checking, and automatic
geo-tagging are also exploited (see Section 3.2).
Value. Through multiple feedback loops of the development process, expert
knowledge was integrated in the system in order to improve its functionality
and results, tuning appropriately the parameters. The above components were
evaluated in the context of the INSIGHT system4 . The system is currently operating in the premises of Dublin Citys Traffic Management room and is integrated
in their workflow (see Figure 1).
Contribution. The contribution of this paper can be summarized in the following
points:
– We discuss the real world challenges inherent in urban data like their dynamic nature, the requirement for handling complex high velocity data streams,
and information uncertainty.
4
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Fig. 1: DCC’s traffic control center, INSIGHT system is deployed and running.

– We provide a number of techniques specifically designed for this setting and
present the required ‘theory-to-practice’ process in each case. These techniques are: a) a flexible dynamic pipeline for streaming data, b) a social media monitoring framework, c) a spatio-temporal engine for managing events
and identifying problematic areas, and d) a crowdsourcing system.
– We integrate all the above techniques into a system that addresses information comprehensibility and it is useful for the end user.
– We give a realistic evaluation of the entire system, demonstrating that the
techniques we develop have an impact in practice.
The rest of the paper is structured as follows. In Section 2 we describe recently
introduced systems, trends and novel ideas for urban data management. Following that, on Section 3, we describe (i) the techniques and the pipelines that we
used in order to process effectively the raw streaming data, (ii) an engine that
identifies joint spatiotemporal events and (iii) a crowdsourcing framework, used
in order to resolve uncertainties. Finally, the evaluation protocol, the experimental results obtained from a real use case and a summary of the lessons learned
from this work are discussed in Section 4.

2

Related Work

The first architectures and technological innovations on the area of smart cities
were build in the early 90s. Early framework examples include the AOL cities, a
virtual simulation environment, and the first digital cities Kyoto and Amsterdam
[19]. Years later many projects that aim at urban data analysis and solutions
have developed mainly utilizing distributed sensors. The Ubiquitous Sensor Network proposed by [11] is an architecture where decentralized and geographically
diverse sensors across the city are aggregated in a central database (IoT). Similarly the SOFIA architecture[9] was built with the purpose of an ecosystem of
heterogeneous sensors, devices and appliances.
Nowadays, many cities use real-time analysis mechanisms to measure the city
functionality. IBM in partnership with the government of Brazil built a system
for the city of Rio De Janeiro that aggregates multiple streams and combines
them in a control center where algorithms analyze the data in real time, describe
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the city state and inform operators about disastrous events such as floods. The
authors in [1] suggested a similar real-time architecture for managing city-wide
critical equipment on a smart city and detecting faults. Such a fault could be
an electricity distribution failure. According to [22] urban management could be
also used for a greener environment. Their proposed system aims to ensure that
the environmental policies, set up by the city, are satisfied (e.g. levels of CO2 ).
The system is used in many cities including Barcelona and Edinburgh.
Distributed systems have been widely used for traffic monitoring in smart
cities environments [2], [12]. In [2], the authors exploit IBM’s Infosphere Streams5 ,
a scalable stream processing platform, to perform traffic monitoring in the city of
Stockholm. Their system is able to continuously derive current traffic statistics
from vehicle reports and also can provide useful information such shortest-time
routes from real-time and estimated traffic conditions. While in [12] the authors
combine Apache’s Hadoop6 and Apache’s Spark7 to detect traffic congestion in
the Greater Toronto Area. Due to the varying volume of data that needs to be
processed in such traffic monitoring applications (e.g. during peak hours more
input data will be received), it is common practice to exploit elasticity techniques [10], [15], for automatically adjusting the amount of processing nodes
used for the data processing.
Crowdsourcing in smart cities is the process of soliciting contributions from
citizens that actively participate by contributing real-time information from their
mobile devices about city events. Crowdsourcing has been widely used recently
both from applications driven by city authorities, such as the JRA Find and Fix
app8 where users report road defects for the Johannesburg’s road network and
from applications driven from organizations such as in Waze9 , where users are
asked to report traffic events from their current location. However, crowdsourcing
in smart cities introduces a number of challenges that we need to address in
our implementation that include unpredictable user response delays [3], human
characteristics that are difficult to be estimated such as reliability [5], bias[6],
expertise [14] and availability [16], as well as dealing with privacy issues [4].

3

Methods and Techniques

To truly meet the requirements of Smart Cities applications, our goal in this
work is to help users to identify events in (near) real-time or flag emergencies and
anomaly events so that authorities can quickly allocate assets to address these
problems. For example, in a real setting we may have data coming from different
streaming sources including static or mobile sensors, social media, citizen reports,
etc. Each of these sources requires a comprehensive set of techniques to analyze
them. We identify general problems that come up in these settings. In this section
we setup these problems and describe how each problem is addressed in a real
context in the city of Dublin. The streams that we used are presented in Table 1.
The main challenges that have to be addressed are summarized bellow:
5
6
8
9
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7
http://hadoop.apache.org
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– In Smart Cities typically we deal with dynamic environments that involve the
analysis of urban streaming data where the incoming load may deviate significantly over time. For example, during rush hours there is a large amount
of buses that transmits position information, while during night hours only
a few buses operate. The same is the case with the Twitter analysis, in cases
of abnormal events, the load may increase sharply.
– The incoming stream may be massive requiring efficient and online solutions.
For example, in Twitter we may need to process 4000 tweets/sec in order to
identify the few that are relevant.
– Urban data are characterized by increased complexity and in many cases
even state of the art algorithms are not able to extract events of interest. In
such occasions exploiting the crowd knowledge and experience is required,
employing crowdsourcing techniques.
– Finally, very often the sensors themselves may report faulty measurements
due to miss-calibration and hardware problems. Data pre-processing and
cleaning methods are necessary to overcome these issues.

Source
BUS

SCATS
Twitter

Attributes
GPS location, information regarding their route, including
their delay, information whether they have stopped at a bus
stop and the ID of the closest bus stop
Rich real-time information such as traffic flow and degree of
saturation measurements based on vehicles that cross a specific
road segment
Timestamp, text, location information, user information, other
Twitter metadata

Table 1: Real Time Data Sources from the city of Dublin

3.1

Flexible and Dynamic Pipeline for Complex Event Processing

One challenge was to process and analyze massive data streams and detect events
in near-real time, using scalable techniques. To deal with the above issue we
used a data pipeline consisted of distributed stream and batch processing components. This pipeline is able to perform Complex Event Processing (CEP) in
the streaming data. Finally we instantiated the pipeline using the Dublin data.
Distributed Stream and Batch Processing Pipeline
In order to scalably identify complex events, we used the architecture that is
illustrated in Figure 2 and presented in [24]. This module, exploits the Lambda
architecture10 combining a well-known stream processing framework, Apache
Storm, with a highly expressive CEP system, Esper. Our approach is modular
as different stream processing frameworks could be used instead of Storm, for
10
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example Spark [21]. We decided to use Apache Storm as it supports very low per
tuples latency by processing each tuple separately and not in the form of minibatches as Spark [21]. This feature is extremely useful in our case as we want to
identify events as soon as possible. Initially Storm preprocesses the raw incoming
tuples and extracts meaningful information. Then the tuples are forwarded to the
concurrently running Esper engines at different cluster nodes. These engines are
responsible to invoke several rules on the incoming data and trigger events when
they are satisfied. Additionally a batch processing framework is used, Apache’s
Hadoop, to compute several statistics regarding the rules. These map-reduce jobs
run periodically and their output is used in order to update the rules’ thresholds
or models.
Storage Medium
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We selected to enable the dynamic adjustment of the number of running
Esper engines (elasticity) to exploit fully the parallelism offered by Storm during peak hours and avoid wasting resources when the input load is reduced. To
achieve this we used the technique presented in [20], where the expected input
load for the upcoming time windows is estimated using Gaussian Processes (Figure 3) and automatically adjusts the number of CEP engines in order to avoid
information loss and without over-utilizing the system’s resources. In Figure 4,
we illustrate the benefits of the Elastic CEP approach, compared to another
commonly applied technique (QT-Algorithm [15]) which models the problem
using queueing theory and assumes that the input rate follows Poisson distribution. As you can see in Figure 4 our proposed technique, Elastic CEP, is able
to minimize a cost function that considers both the information loss and the
amount of resources (i.e. engines) that we bind.
Instantiation of the Pipeline using the Dublin data
The previously described pipeline has been applied to the processing of bus
and SCATS data streams. The elastic and scalable features of our approach fit
appropriately to the DCC data streams due to their periodicity (e.g. more buses
operate during the peak hours of the day and much less during the night hours).
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Using the pipeline to the real data had two main problems that we needed
to overcome in order to identify meaningful events. The main issues were: (1)
the noisy measurements for both bus and SCATS sensors that need specialized
solutions and (2) the end user requirements that needed to be discussed with
DCC traffic operators in order to set up the CEP rules appropriately.
(1) Noisy measurements: The first problem that we had to deal with was to clean
the data and extract meaningful information from them. In our initial analysis
we identified that the reported raw data were noisy. More specifically, in some
occasions buses reported as closest bus stop a stop that was many miles away
from the actual closest bus stop. Also, some buses due to faulty sensors reported
that they were stopped at a particular bus stop while they were actually moving.
We clean the data solving the issues described above using the list of bus stops
for each route, checking the spatial distance between the bus and the stops of the
route. Also for the moving buses we set the at stop field to be F alse. In order to
extract information from the raw data we calculated the time needed for a bus to
go from one bus stop to the next. Finally, we calculated the approximate speed
of each bus, using its previously reported coordinates. For the SCATS Data
we identified that several sensors were faulty reporting extreme or unreasonably
high measurements. To solve the above issue we used the technique presented
in [23] that checks using a multivariate ARIMA model, whether the sensor’s
reports deviate significantly and unexpectedly from the measurements reported
by neighbouring sensors.
(2) End user requirements: After discussing the problem with DCC traffic operators we set up several rules that when they are triggered a potential traffic
anomaly may occur in the city. The rules that we used for the Bus Data are
described bellow:
– Report a traffic anomaly when the time needed to travel from one stop to
the next exceeds the expected time by some orders of magnitude.
– Report a noisy sensor when the bus moves while it is at stop.
– Report a noisy sensor when the bus seems to move with extreme speed.
The rules that we used for the SCATS Data are simple, but as described
later in Section 4 are able to identify accurately traffic congestion. More specifically, we defined the following rules:
– Raise a traffic alarm when the moving average of the streaming values of the
degree of saturation exceeds a predefined threshold.
– Report a faulty sensor if one is identified to variate significantly from its
neighbors.

3.2

Building a Pipeline for Twitter Monitoring

Previous work has shown that Twitter was successfully used to detect meaningful
events exploiting users as human sensors. Examples include the detection of
earthquakes[17], floods[18], or even crimes[13]. For this reason we decided to
build a monitoring pipeline that uses Twitter aiming to detect events of interest.
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When working with Twitter a first challenge is to obtain a relevant to a
topic substream from a specific location respecting on the same time the Twitter API constraints11 . Thus, a Twitter Fetcher able to gather tweets relevant to
a topic by tracking a dynamic set of keywords and users, is employed as the first
pipeline component. The keyword/ user set is dynamically updated in order to
maximize the topic coverage. Another challenge that arises is the fact that many
messages do not contain location information. That said, a Geotagger able to
assign exact GPS coordinates exploiting a tweet’s text is the next pipeline component. Following the approach described in [7] and using the OpenStreetMap
API12 and Lucene13 , the Geotagger assigns GPS coordinates according to location references in tweets. The resulting set of geotagged tweets should be filtered
and only the relevant tweets should be kept. In order to accomplish that a Text
Classifier is used as the last unit of our pipeline. The output of this pipeline
is stored to a MongoDB instance for further usage and post-processing. The
Twitter monitoring pipeline is shown on Figure 6.
Since the above pipeline components are modular enough to be applied in any
city given that citizens are active Twitter users it was instantiated for the Dublin
11
12

https://dev.twitter.com/rest/public/rate-limiting
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city. The Twitter Fetcher was set to return a Twitter stream from the Dublin
city relevant to the topics of traffic and flood. The Geotagger was loaded with
information about the Dublin road network from Open Street Maps. Finally, the
Text Classifier was able to discriminate Traffic and Flood tweets from non-event
ones. The training of the classifier was done using traffic and flood related tweets
originating from Dublin services such as “AARoadwatch” and “Livedrive”
Dublin citizens proved very active Twitter users reporting on daily basis
many events observed in the city. This fact was reflected during the evaluation
where the Twitter monitoring pipeline found very useful. A useful suggestion
by the traffic operators during the feedback loops was to use a set of blacklisted words in order to avoid receiving tweets from towns nearby Dublin. Some
example tweets detected from the Twitter monitoring pipeline follow:
– @LiveDrive the M50 collision has the N4 inboundbacked up to hermitage golf club
– My bus has taken 40 min to get from Harolds Rd to Aungier Street, I hate you ...
– Stuck in traffic on the M50 and my plc interview is at half six ... I’m gonna cry

3.3

Streaming Engine for Identifying Joint Spatiotemporal Events

This component combines information from different components by grouping
close (in space and time) reported anomalies together. When there is a disagreement in the type of anomalies reported from different modules, and hence
uncertainty, it issues a query to the Crowdsourcing component (see Section 3.4)
to obtain direct information about this anomaly. It receives anomalies that contain the spatial area, where an event occurred, the timestamp of the event and
the type of the event. In addition, in order to identify events it uses a R-tree and
a queue data structure to store both the received anomalies and the candidate
events.
The R-Tree data structure is used in order to efficiently detect spatial intersections. If a spatial intersection between two reported anomalies is found an
event candidate is created and stored to the R-Tree. If a new anomaly intersects
with an existing event candidate, the latter is updated. The event candidate
affected area is set to the spatial intersection with the new anomaly. An event
candidate may update to an event when a set of empirical rules is satisfied. For
example, if multiple sensors (e.g. Twitter and SCATS) contribute to an event
candidate then this candidate will evolve to an event.
In order to have guarantees that memory requirements will not grow unbounded over time the received anomalies and the candidate events are stored
in a FIFO queue. These data are removed from both the queue and the R-Tree
when they temporally differ from the latest data received more than a time
threshold. The dataflow of the joint spatiotemporal event identification engine
is depicted on Figure 7.
3.4

Crowdsourcing Component

Crowdsourcing is a key part of our system as it allow us to extract information
from the ubiquitous citizens, complementing the information extracted from the
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rest of the sensors and solving disagreements at the spatiotemporal event identification engine. Our experience from employing crowdsourcing in Smart City
environments has shown that there are several challenges that need to be addressed to use crowdsourcing effectively: (i) Human users have different characteristics when processing crowdsourcing tasks in terms of response delays, user
reliability and biases in their responses, (ii) User privacy is an important aspect that needs to be considered so that users will not be averted from using
crowdsourcing, and (iii) Scalability issues need to be taken into account when
deploying crowdsourcing in such large scale environments. Our implementation
addresses these challenges as explained in the remainder of the section.
Our crowdourcing component comprises two main entities: (i) The Crowdsourcing server, that is responsible to act as a middleware between the streaming
spatiotemporal event identification engine and the human users, by extracting
information from the citizens and propagating this information to the event identification engine, and (ii) The CrowdAlert app, that allows users to interact with
our system and provide real-time information and to observe ongoing events.
The Crowdsourcing server exploits the Misco framework [8], which is based
on the MapReduce paradigm and tailored for mobile devices (Figure 9) to assign
crowdsourcing tasks to the citizens dynamically and aggregate the extracted information in a scalable manner. Assigning task to the human crowd is performed
using techniques developed from our group [3, 5] that consider the individual
characteristics of the users. We have investigated the benefit of using different
task assignment approaches by presenting the amount of tasks that have been
accomplished correctly and within a predefined time interval, as shown in Figure
5. As the figure shows, REACT [3], our approach that considers the real-time
constraints of the individual users and CRITICAl [5] that considers both reliability and real-time constraints for groups of users improve significantly the number
of tasks processed successfully compared to Traditional approaches that assign
tasks randomly. Moreover CRITICAl performs better than REACT although
there is a trade-off with the execution time needed to execute the algorithm,
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(d) Settings

Fig. 8: CrowdAlert App

since REACT is faster. Hence, we use different task assignment strategies depending on the requirements of the task (e.g., critical tasks require fast responses
even if the responses are unreliable). After we retrieve user responses, we try to
eliminate user bias, as presented in [6], to further improve the accuracy of our
results. Finally, we note, that, the Crowdsourcing server is also responsible to
receive user reports regarding ongoing events and propagate them to the spatiotemporal event identification engine as well as to inform the citizens for traffic
and unusual events in their area.
The CrowdAlert app allows both citizens and DCC operators to observe the
ongoing events, identified from the system, in real-time, as shown in Figure 8a
and to provide valuable feedback. Thus, the users can participate at the central
part of CrowdAlert which is to report events that take place near the user’s
location, including Accidents, Hazards, Constructions, etc., as shown in Figure
8b. Additionally the users can also classify the traffic events that appear on
the map to provide more accurate information regarding the events. All these
reports are forwarded to the spatiotemporal event identification engine through
the Crowdsourcing server to be processed along with data arriving from different
components. We also note that the users of the CrowdAlert app report periodically their approximate location. Such information is used by the system to be
able to ask user feedback dynamically when the users are near an ongoing event.
An example of such a query is shown in Figure 8c where the users need to respond
in the question: “Can you observe an incident/traffic in the reported location?”.
The approximate location is provided by the Android API that exploits the cell
network and WiFi. We choose to use the approximate location instead of the
accurate GPS location for energy efficiency and privacy reasons. In addition, we
integrated our privacy preserving approach [4] to prevent privacy exposure of
the user mobility when participating in CrowdAlert. Finally, the users can tune
the CrowdAlert settings (Figure 8d), such as the amount of Crowdsourcing tasks
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of interest or to send tasks to crowdsourcing users to resolve uncertainty

that they wish to receive per day, or the maximum distance from their current
location for which they wish to answer to tasks.

4

User Evaluation and Lessons Learned

The Dublin City Council personnel evaluated our system in terms of effectiveness and usability. The evaluation of the previously described techniques was
performed in the context of INSIGHT system presented in Figure 9.
4.1

Web Interface

The evaluation of our methods was performed using the INSIGHT Web Interface that allows the quick visualization and exploration of the real-time analysis
output, as shown in Figure 10. This interface offers a layered visualization of
the identified events in order to help the operator to filter out the unnecessary
information.
4.2

Evaluation Protocol

Relevant DCC personnel were invited to participate in the evaluation of the
system. Using the Traffic Management Centre (TMC) and the adjoining Local
Incident Room as a central hub allowed staff to evaluate the system all together,
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buses, locations with congestion and events from Twitter. One is able to select
which icons to display using the layers menu. b) Details about a detected event.

seeking clarification by asking questions and attending to concerns that may
have arisen.
The evaluation was operated in two hour time windows steps and in two
different days. The time windows were: a) Day 1; 08.00 - 10.00, 16.00 - 18.00 and
b) Day2; 09.00-11.00, 15.00 - 17.00. These are typically periods of high volume
of traffic in Dublin. In those time windows people involved in the evaluation
were invited to utilize the system and complete a number of tasks. In each
time window, participants were organized in groups based on their role in the
department and completed only a part of the evaluation. For example people
from the Traffic Management Centre Team worked on congestion related events.
Participants from the Bus Priority Team evaluated the events identified from
the Bus analysis component and Live-Bus layer of the system while the radio
station team monitored social media. The following personnel were invited to
participate in the evaluation of the system in the TMC: Traffic Management
Personnel (12 people), LiveDrive Radio Station (5 people), Traffic ITS Officers
(10 people). The personell confirmed or rejected the reported events based on
manual CCTV cameras investigation. The cameras are able to capture a large
portion of the city.
4.3

Results

The evaluation team compiled an overall report for the whole system and more
detailed reports for each component itself.
Bus Analysis Component. The bus priority team mentioned that the Bus
anomaly detection mechanism proved useful in giving users information related
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to bus congestion events. They state that it proved more difficult to confirm
these events using CCTV as by the time they tried to confirm the congestion
event, the time may have lapsed in some cases, so verifying these anomalies was
more difficult that the other events. They noted that the information given with
each bus event was very useful in trying to isolate the location of the event.
In particular the link ‘view the bus stops’, as this allows the user to know the
direction of the bus and the current and next stop due.
SCATS Analysis Component. The SCATS anomaly detection proved very
useful in allowing users to detect singular anomalies related to a junction. The
anomaly detection alerts from indicated individual lanes that had a high degree of saturation, which would not be immediately apparent using the existing
SCATS system. Being able to use the map along with SCATS and CCTV proved
useful to diagnose and confirm anomalies occurred at the location highlighted
by the ’Anomalies’ layer.
Twitter Analysis Component. According to the Livedrive radio station14
team, Twitter event detection has been an excellent feature to the INSIGHT
system. One issue they mentioned was the fact that tweets that refer to nearby
regions of Dublin were mistakenly geolocated at Dublin. They suggested that
with some additional negative keyword lists, such as counties outside of the
Greater Dublin Area,(e.g. Cork, Limerick, Galway), the location relevancy of the
alerts will be more accurate. However, part of the issue is the fact that nearby
countries share road names with Dublin confusing the system’s geotagger.
The DCC team examined independently a complete list of Tweets that the
Twitter analysis component identified as event tweets (Traffic related or Flood
related) during the two day evaluation period. According to their manual annotation they found that:
– 179 Tweets identified as Relevant from the system
– 91% (163 tweets) were confirmed as true positives
– 63% (113 tweets) were confirmed as true positives in the city of Dublin. The
rest relevant tweets were from nearby towns mistakenly identified as Dublin.
Crowdalert. The users found the crowdsourcing application very easy to use.
According to them, the buttons make it very easy to report an event and view
it immediately on the map display. With relation to users replying to alerts,
it was felt that more clarity was needed over exact location of events or more
clarity on the questions being asked of users. Due to the way the INSIGHT
system is designed, it aggregates several events in adjacent geographic locations
to issue crowdsourcing tasks and as a result CrowdAlert receives the approximate
location of the area where the events take place rather than their exact location.
4.4

Lessons Learned

Component specific lessons learned could be summarized in the following points:
14
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– The scalable and elastic framework enhanced with CEP engines helped to
easily create or update the rules.
– Finding the appropriate rules is not an easy process, however, if the right
rules are available (in the SCATS data for example), the processing can be
simple and efficient.
– Social media such as Twitter provide a valuable source of real time information about incidents in a city.
– During the development of CrowdAlert we interacted with alpha and beta
testers from DCC to improve it. Our conclusion is that such applications
should provide a simple and easy to use interface, so that the user can interact
immediately (e.g., Yes/No answers), rather than providing too many options
to the users. That way we modified the app so that the citizens will be willing
to provide feedback and use the app.

5

Conclusions

During the evaluation of the system as well as during the development active
interaction with the experienced operators took place. Multiple lessons were
learnt in applying state of the art data mining techniques on real-time data
generated from smart cities. It turned out that it is a challenging task not only
due to the large volume of the data but also due to large amounts of noise, the
difficulty to model and discriminate the expected and the unexpected situation
and finally to perform all the analysis tasks on time providing both accurate and
real-time detection.
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